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  Humans can see and visually sense the world around them by using their eyes and brains. Computer vision works on 

enabling computers to see and process images in the same way that human vision does. Several algorithms developed in the area 

of computer vision to recognize images. The goal of our work will be to create a model that will be able to identify and determine 

the handwritten digit from its image with better accuracy. We aim to complete this by using the concepts of Convolutional 

Neural Network and Modified National Institute of Standards and Technology(MNIST) dataset. MNIST Handwritten Digit 

Classification Dataset contains 60,000 small squares of 28x28 pixel gray scale images of handwritten single digits between 0 and 

9. Our task is to classify a given image of a handwritten digit into one of 10 classes representing integer values from 0 to 9, 

inclusively. To develop, evaluate, and usage of Convolutional deep neural networks for image classification by using python 

packages like Keras with Theano and Tensorflow. This includes how to develop a robust test harness for estimating the 

performance of the model, to explore improvements to the model, and to save the model and later load it to make predictions on 

new data. Through this work, we aim to learn and practically apply the concepts of Convolutional Neural Networks. 
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1. INTRODUCTION 

 Recognition is identifying or distinguishing a thing 

or an individual from the past experiences or learning. 

Similarly, Digit Recognition is nothing but recognizing or 

identifying the digits in any document. Digit recognition 

framework is simply the working of a machine to prepare 

itself or interpret the digits. Handwritten Digit 

Recognition is the capacity of a computer to interpret the 

manually written digits from various sources like 

messages, bank cheques, papers, pictures,  and so forth 

and in various situations for web based handwriting 

recognition on PC tablets, identifying number plates of 

vehicles, handling bank cheques, digits entered in any 

forms etc.  

CNN is a deep learning technique to classify the input 

automatically.  Over the years, CNN has found a good 

grip over classifying images for computer visions and 

now it is being used in healthcare domains too. This 

indicates that CNN is a reliable deep learning algorithm 

for an automated end-to-end prediction. CNN essentially 

extracts useful features from the given input 

automatically . 
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Fig. 1: End to end process of CNN 

 

A CNN's core building block is the convolutional layer. 

The parameters of the layer are made up of a series of 

learnable filters (or kernels) with a narrow receptive field 

but that span the entire depth of the input volume. Each 

filter is convolved across the width and height of the 

input volume during the forward pass, computing the 

dot product and providing a 2-dimensional activation 

map of that filter. As a result, the network learns when it 

sees a particular sort of feature at a particular spatial 

location in the input. The activation maps are then sent 

into a down sampling layer, which is applied one patch 

at a time, similar to convolutions. CNN also contains a 

fully linked layer that classifies output into one of several 

categories. 

The dataset that is being used here is the MNIST digits 

classification dataset. Keras is a deep learning API written 

in Python and MNIST is a dataset provided by this API. 

This dataset consists of 60,000 training images and 10,000 

testing images. Each image has a predetermined size. The 

photos are 28*28 pixels in size. It's a database for those 

who want to experiment with machine learning and 

pattern recognition techniques on real-world data with 

little preparation and formatting. This database will be 

used in our experiment. 

 

Fig. 2: MNIST Dataset 

2. METHODOLOGY 

Although the MNIST dataset is effectively solved, it 

can be a useful starting point for developing and 

practicing a methodology for solving image classification 

tasks using convolutional neural networks. Instead of 

reviewing the literature on well-performing models on 

the dataset, we can develop a new model from scratch. 

The dataset already has a well-defined train and test 

dataset that we can use. In order to estimate the 

performance of a model for a given training run, we can 

further split the training set into a train and validation 

dataset. Performance on the train and validation dataset 

over each run can then be plotted to provide learning 

curves and insight into how well a model is learning the 

problem. 

Pre-processing 

When we are required to build a predictive model, we 

have to look and manipulate the data before we start 

modeling which includes multiple pre-processing steps 

such as importing the images, changing the size of the 

images, changing the colour of the images, visualizing 

the image dataset. All of these procedures are grouped 

together and referred to as exploratory data analysis. 

These actions are being taken to improve our processing 

performance and minimise the model's complexity. 

 

 
 

Fig. 3: Pre-Processing Data 

In the reference to Fig 3, we have converted our image 

from RGB to Gray scale for easy computation by dividing 

with 255-pixel value to get the value between 0-1. 

Principle of Convolutional neural network 

The model has two main aspects: the feature extraction 

front end comprised of convolutional and pooling layers, 

https://keras.io/api/datasets/mnist/
https://keras.io/api/datasets/mnist/
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and the classifier backend that will make a prediction. 

For the convolutional front-end, we can start with a 

single convolutional layer with a small filter size (3,3) and 

a modest number of filters (32) followed by a max 

pooling layer. The filter maps can then be flattened to 

provide features to the classifier. Given that the problem 

is a multi-class classification task, we know that we will 

require an output layer with 10 nodes in order to predict 

the probability distribution of an image belonging to each 

of the 10 classes. This will also require the use of a 

softmax activation function. Between the feature 

extractor and the output layer, we can add a dense layer 

to interpret the features, in this case with 100 nodes. All 

layers will use the ReLU activation function and the He 

weight initialization scheme, both best practices. A 

conservative configuration for the stochastic gradient 

descent optimizer with a learning rate of 0.01 and a 

momentum of 0.9 is used. The categorical cross-entropy 

loss function will be optimized, suitable for multi-class 

classification, and we will monitor the classification 

accuracy metric, which is appropriate given we have the 

same number of examples in each of the 10 classes. 

 

Convolutional Layer 

A convolutional layer is the main building block of 

a CNN. It contains a set of filters (or kernels), parameters 

of which are to be learned throughout the training. The 

size of the filters is usually smaller than the actual image. 

Each filter convolves with the image and creates an 

activation map. For convolution the filter slid across the 

height and width of the image and the dot product 

between every element of the filter and the input is 

calculated at every spatial position. Fig. 4 shows an 

example of the convolution process. The first entry of the 

activation map is calculated by convolving the filter with 

the portion marked blue in the input image. The 

activation map is generated by repeating this process for 

every element of the input image. The output volume of 

the convolutional layer is generated by stacking the 

activation maps of every filter along the depth 

dimension. Every component of the activation map can 

be thought to be the output of a neuron. Therefore each 

neuron is connected to a small local region in the input 

image, and the size of the area equals the size of the filter. 

All the neurons in an activation map also share 

parameters with each other. Due to the local connectivity 

of the convolutional layer, the network is forced to learn 

filters that have the maximum response to a local region 

of the input. The initial convolutional layers capture the 

low-level features (e.g., lines) of images, while the later 

layers extract the high-level features (e.g., shapes and 

specific objects). 

 

 
 

Fig. 4: Convolution Process 

Pooling Layer 

Pooling layers are commonly inserted after each 

convolution layer in CNN to minimise the spatial size of 

the features maps. Overfitting can also be mitigated by 

pooling layers. By selecting the maximum, average, or 

total values within these pixels, we choose a pooling size 

to reduce the number of parameters. One of the most 

prevalent pooling strategies is Max Pooling, which may 

be demonstrated as follows: 

 

 
 

Fig. 5: Max pooling operation 

ReLU Activation Function 

The ReLU function is a non-linear activation function, 

ReLU stands for Rectified Linear Unit. The main 

advantage of using the ReLU function over other 

activation functions is that it does not activate all the 

neurons at the same time. This means that the neurons 

will only be deactivated if the output of the linear 

transformation is less than 0. The plot shown in fig. 6 will 

help you understand this better-For the negative input 

values, the result is zero, that means the neuron does not 

get activated. Since only a certain number of neurons are 

https://www.sciencedirect.com/topics/engineering/convolutional-neural-network
https://www.sciencedirect.com/topics/engineering/spatial-position
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activated, the ReLU function is far more computationally 

efficient when compared to other activation functions. 

 

 

 

Fig. 6: ReLU Activation function plot 

He weight initialization scheme 

 He Initialization or Kaiming Initialization, is an 

initialization method for neural networks that takes into 

account the non-linearity of activation functions, such 

as ReLU activations. He initialization initializes the bias 

vectors of a neural network to 0 and the weights to 

random numbers drawn from a Gaussian distribution 

where the mean is 0 and the variance is √(2/nl) (where nl is 

the dimension of the previous layer). 

 

Stochastic Gradient Descent (SGD) Optimizer 

Stochastic Gradient Descent Optimizer tries to find the 

minimum for a function. The function of interest, in this 

case, is the loss/error function. We want to minimize the 

error, and therefore we use the SGD optimizer. The SGD 

optimizer works iteratively by moving in the direction of 

the gradient. The direction of the minimum is in the 

direction where the values are decreasing. Thus, this is 

computed using gradients.  Sometimes, we might end up 

obtaining the minimum of a loss function at the local 

minimum. This leads to an inefficient modeling of the 

loss function, thereby leading to a decrease accuracy. 

Sufficient iterations of SGD are applied to tackle and 

nullify the problem of local minima. 

 

Learning Rate 

The learning rate is a hyper parameter that controls 

how much to change the model in response to the 

estimated error each time the model weights are 

updated. Choosing the learning rate is challenging as a 

value too small may result in a long training process that 

could get stuck, whereas a value too large may result in 

learning a sub-optimal set of weights too fast or an 

unstable training process. The amount that the weights 

are updated during training is referred to as the step size 

or the learning rate. Specifically, the learning rate is a 

configurable hyper parameter used in the training of 

neural networks that has a small positive value, often in 

the range between 0.0 and 1.0.  The learning rate controls 

how quickly the model is adapted to the problem. 

Smaller learning rates require more training 

epochs given the smaller changes made to the weights 

each update, whereas larger learning rates result in rapid 

changes and require fewer training epochs A learning 

rate that is too large can cause the model to converge too 

quickly to a suboptimal solution, whereas a learning rate 

that is too small can cause the process to get stuck. 

 

Momentum 

An exponentially weighted average of the prior 

updates to the weight can be included when the weights 

are updated. This change to stochastic gradient descent is 

called momentum and adds inertia to the update 

procedure, causing many past updates in one direction to 

continue in that direction in the future. Momentum can 

accelerate learning on those problems where the 

high-dimensional weight space that is being navigated 

by the optimization process has structures that mislead 

the gradient descent algorithm, such as flat regions or 

steep curvature. The amount of inertia of past updates is 

controlled via the addition of a new hyper parameter, 

often referred to as the momentum or velocity. It has the 

effect of smoothing the optimization process, slowing 

updates to continue in the previous direction instead of 

getting stuck or oscillating. Momentum is set to a value 

greater than 0.0 and less than one, where common values 

such as 0.9 and 0.99 are used in practice. 

 

Categorical Cross-Entropy loss 

Categorical crossentropy is a loss function that is used 

in multi-class classification tasks. The categorical 

https://paperswithcode.com/method/relu
https://ruder.io/optimizing-gradient-descent/
https://machinelearningmastery.com/difference-between-a-batch-and-an-epoch/
https://machinelearningmastery.com/difference-between-a-batch-and-an-epoch/
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crossentropy loss function calculates the loss of an 

example by computing the following sum: 

 
 

Fig. 7: Categorical Cross-Entropy loss 

where y^i is the i-th scalar value in the model output, yi

 is the corresponding target value, and output size is the 

number of scalar values in the model output. This loss is 

a very good measure of how distinguishable two discrete 

probability distributions are from each other. In this 

context, yi is the probability that event i occurs and the 

sum of all yi is 1, meaning that exactly one event may 

occur. The minus sign ensures that the loss gets smaller 

when the distributions get closer to each other. The 

categorical crossentropy is well suited to classification 

tasks, since one example can be considered to belong to a 

specific category with probability 1, and to other 

categories with probability 0. 

 

Softmax activation function 

The softmax function is used as the activation function 

in the output layer of neural network models that predict 

a multinomial probability distribution. That is, softmax is 

used as the activation function for multi-class 

classification problems where class membership is 

required on more than two class labels. The function can 

be used as an activation function for a hidden layer in a 

neural network, although this is less common. It may be 

used when the model internally needs to choose or 

weight multiple different inputs at a bottleneck or 

concatenation layer. 

 

 

 

Fig. 8: Softmax function conversion 

Fully connected Layer 

A fully connected network is in any architecture where 

each parameter is linked to one another to determine the 

relation and effect of each parameter on the labels. Since 

convolution and pooling layers reduce time-space 

complexity, we can construct a fully connected network 

in the end to classify the images. 

 

Fig. 9: Fully connected layers 

3. EXPLANATION OF THE MODEL 

 
Fig. 10: The architecture of our proposed CNN model 

Layer-1 consists of a convolutional layer with ReLu 

(Rectified Linear Unit) activation function and with He 

Initialization as the kernel initializer. It is the first 

convolutional layer of our CNN architecture. This layer 

gets the pre-processed image as the input of size 

n*n=28*28. The convolution filter size (f*f) is 3*3; padding 

(p) is 0 (around all the sides of the image), default stride 

(s) is 1 and the number of filters is 32. After this 

convolution operation, we get feature maps of size 

32@26*26 where 32 is the number of feature maps which 

is equal to the number of filters used, and 26 comes from 

the formula ((n+2p-f)/s) +1 = ((28+2*0-3)/1) + 1= 26. Then 

the ReLu activation is done in each feature map. 

Layer-2 is the max pooling layer. This layer gets the 

input of size 32@26*26 from the previous layer. The 

pooling size is 2*2; padding is 0 and stride is 2. After this 

max pooling operation, we get feature maps of size 
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32@13*13. Max pooling is done in each feature map 

independently, so we get same number feature maps as 

the previous layer, and 13 comes from the same formula 

((n+2p-f)/s) + 1. This layer has no activation function. 

Layer-3 is the second convolutional layer with ReLu 

activation function and with He Initialization as the 

kernel initializer. This layer gets the input of size 

32@13*13 from the previous layer. The filter size is 3*3; 

padding is 0, the stride is 1 and the number of filters is 64. 

After this convolution operation, we get feature maps of 

size 64@11*11. Then ReLu activation is done in each 

feature map. 

Layer-4 is the Third convolutional layer with ReLu 

activation function and with He Initialization as the 

kernel initializer. This layer gets the input of size 

64@11*11 from the previous layer. The filter size is 3*3; 

padding is 0, the stride is 1 and the number of filters is 64. 

After this convolution operation, we get feature maps of 

size 64@9*9. Then ReLu activation is done in each feature 

map. 

Layer-5 is the second max pooling layer. This layer gets 

the input of size 64@9*9 from the previous layer. The 

pooling size is 2*2; padding is 0 and stride is 2. After this 

max pooling operation, we get a feature map of size 

64@4*4. 

Layer-6 is the flatten layer. Flattening involves 

transforming the entire pooled feature map matrix into a 

single column which is then fed to the neural network for 

processing. This layer gets input of Size 64@4*4 from the 

previous layer. After flattening operation all the 64 filters 

with size 4*4 we get a one-dimensional vector of size 

64*4*4 = 1024. 

Layer-7 is the fully connected layer. This layer takes an 

input one-dimensional vector of size 1024 and outputs a 

one-dimensional vector of size 100. It has ReLu activation 

function and He Initialization as the kernel initializer. 

Layer-8 is the fully connected layer. This layer takes an 

input one-dimensional vector of size 100 and outputs a 

one-dimensional vector of size 10. It has softmax 

activation function and He Initialization as the kernel 

initializer. 

4. IMPLEMENTATION 

All tests within the scope of this study were performed 

on the Jupyter Notebook, which is an integrated 

development environment used in programming, 

specially for the Python language. 

The implementation of handwritten digit recognition 

by Convolutional Neural Network is done using Keras. It 

is an open-source neural network library that is used to 

design and implement deep learning models in python.  

CNN does this by layering the original image from the 

initial pixel values to the final class scores. It's worth 

noting that certain layers have parameters while others 

don't. The convolution / fully connected layers, in 

particular, conduct modifications that are based on both 

the activations in the input volume and the parameters 

(the weights and biases of the neurons). The ReLu / 

pooling layers, on the other hand, will use a fixed 

function. The convolutional / fully connected layer 

parameters will be trained using a stochastic gradient 

descent approach, ensuring that the class scores for each 

image are consistent with the labels in the training set. 

The method will create a trained model that will be used 

to classify the digits that are now present. 

 

Fig. 11: Sequential Block Diagram of CNN model built 

with the help of Keras module 

The whole workflow can be to preparing the data, 

building and compiling of the model, training and 

evaluating the model and saving the model to disk to 

reuse. 

Building and compiling of the model is the next step. 

By initializing the model as sequential and we can add 

required layers which are available 

tensorflow.keras.models to build the model and later we 

can compile it with the compile function. 
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The batch size defines the amount of samples used in 

the CNN's training phase. All of the training data will be 

processed by the CNN, but only in batches of the selected 

batch size. Batch size is used for computing efficiency, 

and its value is determined by the user's hardware. 

A successful forward and backward travel through the 

network is referred to as an epoch. It's usually a good 

idea to give it a high value. Then, if one is pleased with 

the convergence at a certain state (selected epoch) in the 

network, the value can be reduced once. Unless more 

powerful approaches like batch normalisation are used, 

finding the best value will be an empirical procedure. For 

maximum accuracy, we used batch size 16, a number of 

epochs of 10. 

As demonstrated in Fig.12, we can now construct our 

CNN by individually generating each layer. For the 

stochastic gradient descent optimizer, we'll employ a 

conservative setup with a learning rate of 0.01 and a 

momentum of 0.9. The categorical cross-entropy loss 

function will be optimised for multi-class classification, 

and the classification accuracy measure will be 

monitored, which is reasonable provided that each of the 

10 classes has the same number of examples. 

 

Fig. 12: CNN layers in the model 

we may start CNN training by providing the training 

data, the built model, and the current batch of data. Only 

the data supplied for training has a role in minimizing 

error in the CNN when it is being trained. For the 

forward and backward passes, the algorithm makes use 

of training data. The algorithm only feeds through the 

forward pass of the network since it uses validation data 

to check how the CNN responds to fresh similar input. 

After that, we save the trained CNN and get ready for 

testing. 

During the training phase of the CNN, each epoch will 

produce up to two plots (loss and accuracy) shown in 

Fig.13. The blue curve represents the training loss(error) 

and the orange represents the validation loss(error) of 

our CNN model during training for five K-flods 

 
Fig. 13: Cross Entropy loss and Classification 

Accuracy during training 

We can store the trained model in a h5 file format. 

Hence the saved model can be reused in later or easily 

ported to other environments too. 

The saved model can be used to make predictions on 

some of the images from MNIST dataset. Fig.14 shows 

the correctly predicted values of the images in the dataset 

and fig.15 shows the wrongly predicted image of 3 as 5. 

 

 

 

Fig. 7: Correctly predicted values from 0 to 9 
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Fig. 15: Wrongly Predicted value of 3 

5. RESULTS AND DISSCUSSION 

The Training accuracy is 99.73% shown in fig.16 implies 

that the model is trained well for prediction 

 

 

 

Fig. 16: Training accuracy 

 

The Testing  accuracy is 99.05% shown in fig.17. 

 

Fig. 17: Testing  accuracy 

In the field of data science, confusion matrix plays an 

important role in the statistical analysis. It is a table, 

which describes the performance of the proposed 

machine or deep learning algorithm. In confusion matrix, 

each row represents the output of the prediction while 

each column represents the actual labels. Diagonal values 

represent the number of samples identified correctly. 

Precision: TP / (TP + FP) It is the accuracy rate of 

positive predictions. 

Recall: TP / (TP + FN) is the sensitivity or true positive 

rate (TPR). 

F1 Score: This value is the harmonic mean of precision 

and recall values. 

Support: It is the number of occurrences of each 

particular class in the true responses (responses in your 

test set). 

The Confusion matrix of Training dataset is shown in 

fig.18 

 

 

Fig. 18: Confusion matrix and Classification report of 

training dataset 

The Confusion matrix of Testing dataset is shown in 

fig.19 

 

 

Fig. 19: Confusion matrix and Classification report of 

testing dataset 
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Although there are some digits which are not a good 

handwriting, our model will be able to classify them 

correctly. For example, our model classifies the following 

image as ‘8’ 

 

Fig. 20: Correct recognition of bad handwriting 

6. CONCLUSION 

 A model that can distinguish handwritten digits is 

demonstrated here. Later it can be extended for character 

recognition and real-time person’s handwriting.. The 

recognition of handwritten digits is the initial step in the 

large field of Artificial Intelligence and Computer Vision. 

CNN outperforms other classifiers, as demonstrated by 

the results of the experiment. With additional 

convolution layers and a larger number of buried 

neurons, the findings can be made more accurate. It has 

the potential to eliminate the need to type entirely. Digit 

recognition is a terrific method to learn about neural 

networks and deep learning techniques. 
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