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The ever-increasing computing power with mobile devices has put last generation desktop-grade hardware in 

everyone’s palms. Mobile computing hardware is rapidly approaching today’s desktop-grade hardware 

capabilities enabling applications of advanced rendering algorithms to environments such as medical care. 

Recent developments in graphics APIs have introduced novel low-level APIs for mobile hardware-Microsoft’s 

DirectX and the OpenGL ES and android related. 
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I. INTRODUCTION 

Volume visualization is a method of extracting 

meaningful information from volumetric data using 

interactive graphics and imaging. Volume 

rendering has been shown to be an effective tool in 

a number of application areas, ranging from 

engineering to medicine. Recently, mobile volume 

rendering has gained attention as portable devices 

such as tablets and smartphones are present in 

practically any area of social life and many 

workplaces. In a number of recent works, mobile 

rendering has been demonstrated to be 

advantageous over similar visualization methods 

on the desktop. 

 

To bring visualization in general and volume 

rendering in particular to the mobile device, two 

principal directions can be followed: firstly, 

server-based rendering where the datasets and the 

rendering engine reside on a server machine or 

desktop and rendered images are streamed to the 

mobile client and secondly, on-device rendering, 

where the datasets are streamed to the device up 

front or on demand and rendered directly on the 

mobile client. The former method has the 

advantage of leveraging the superior computing 

horsepower of the desktop whereas the second 

method is more robust to network limitations. 

For a complete introduction to volume rendering 

techniques,we refer the reader to the book by Engel 

et al. Early mobile volume rendering systems based 

on the OpenGL ES 1.x specification were forced to 

utilize 2D texture-based approaches with 

object-aligned slices due to the lack of 

alternatives.For the first time, the programmable 

rasterization pipeline for mobile devices was 

introduced with OpenGL ES 2.0, this enabled 

GPU-based direct volume ray-casting 

implementations as pioneered by Krüger et 

al.during the evolution of desktop-grade graphics 

boards. At this time, mobile raycasting 

implementations for OpenGL ES 2.0 hardware 

were reported to be inefficient  compared to the 

alternative slice-based solution. Only a few 
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graphics chips had hardware support for 3D 

textures to avoid costly manual trilinear 

interpolation operations in the shader code. 

Special slice-based sampling techniques were 

developed to bring the image quality level of 

sliced-based approaches closer to that of 

ray-casting-based solutions without sacrificing as 

much performance as switching completely to a 

ray-caster.Currently available mobile volume 

rendering systems and WebGL-based solutions 

build on the OpenGL ES 3.x specification. 

 

The remainder of this paper is organized as 

follows. First, we review 3D texture based volume 

rendering techniques and we put emphasis on 

some intrinsic drawbacks and limitations of 

current implementations. Next, we present volume 

ray-casting on programmable graphics hardware 

as an alternative to traditional object order 

approaches. Then, we outline new techniques to 

integrate early ray termination and empty-space 

skipping into the ray traversal process. We finally 

discuss the basic properties of our approach and 

sketch future challenges in the field of mobile 

volume rendering. 

I. VOLUME RENDERING 

Volume rendering via 3D textures is usually 

performed by slicing the texture block in 

back-to-front order with planes oriented parallel to 

the view plane Figure 1. 

 
Polygon Slices            2D Texture      Final Image 

Figure 1: 3D Texture for Volume Rendering 

 

Volume rendering or direct volume rendering is 

the process of creating a 2D image directly from 3D 

volumetric data, hence it is often called direct 

volume rendering. Volume rendering can be 

achieved using an object-order, an image-order, or 

a domain-based technique. Hybrid techniques 

have also been proposed. Object-order volume 

rendering techniques use a forward mapping 

scheme where the volume data is mapped onto the 

image plane. In image-order algorithms, a 

backward mapping scheme is used where rays are 

cast from each pixel in the image plane through the 

volume data to determine the final pixel value. In a 

domainbased technique the spatial volume data is 

first transformed into an alternative domain, such 

as compression, frequency, and wavelet, and then 

a projection is generated directly from that domain. 

 

Image-Order Techniques: There are four basic 

volume rendering modes: X-ray rendering, 

Maximum Intensity Projection (MIP), iso-surface 

rendering and full volume rendering, where the 

third mode is just a special case of the fourth. 

These four modes share two common operations: (i) 

They all cast rays from the image pixels, sampling 

the grid at discrete locations along their paths, and 

(ii) they all obtain the samples via interpolation, 

using the methods described in the previous 

section. The modes differ, however, in how the 

samples taken along a ray are combined. In X-ray, 

the interpolated samples are simply summed, 

giving rise to a typical image obtained in projective 

diagnostic imaging (Figure. 2a), while in MIP only 

the interpolated sample with the largest value is 

written to the pixel (Figure. 2b).In full volume 

rendering (Figure. 2c and d), on the other hand, the 

interpolated samples are further processed to 

simulate the light transport within a volumetric 

medium according to one of many possible models. 

 

 
Figure 2: CT head rendered in the four main volume 

rendering modes: (a) X-ray (b) MIP   (c)Iso-Surface (d) 

Transculent 

 

Object-Order Techniques: view the volume as a 

field of basis functions h, with one such basis 

kernel located at each grid point where it is 

modulated by the grid point’s value (Figure. 3 

where two such kernels are shown). This ensemble 

of modulated basis functions then makes up the 

continuous object representation, i.e., one could 

interpolate a sample anywhere in the volume by 
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simply adding up the contributions of the 

modulated kernels that overlap at the location of 

the sample value. A more efficient method emerges 

when realizing that the contribution of a voxel with 

value. kernel projection process is referred to as 

kernel splatting or simply, splatting. There are 

three types of splatting: composite-only, axis 

aligned sheet-buffered, and image-aligned 

sheet-buffered splatting. 

 
 

Figure 3: Object Order Volume rendering with Kernel 

splatting 

 

Hybrid Techniques: Hybrid techniques seek to 

combine the advantages of the image-order and 

object-order methods, i.e., they use object-centered 

storage for fast selection of relevant material (which 

is a hallmark of object-order methods) and they use 

early ray termination for fast occlusion culling 

(which is a hallmark of image-order methods). The 

shear-warp algorithm is such a hybrid method. 

Shear-Warp was proposed by Lacroute (Lacroute 

and Levoy 1994) and has been recognized as the 

fastest software volume renderer to date. It 

achieves this by performing a run-length encoding 

(RLE) compression of the volume to allow a fast 

streaming through the volume data, and rendering 

uses a simultaneous object-order and image-order 

traversal to rapidly splat entire slices of the volume 

onto the image plane. The shear-warp factorization 

algorithm operates as follows (Figure 4): 1) Firstly 

transform the volume data to sheared object space 

by translating and resampling each slice according 

to S. P specifies which of the three possible slicing 

directions to use. 2) Composite the resampled 

slices together in front to back order using the 

“over” operator (Porter and Duff 1984). This step 

projects the volume into a 2D intermediate image 

in sheared object space. 3) Transform the 

intermediate image to image space by warping. 

This second resampling step produces the correct 

final image. 

 

The projection follows a synchronized 

scanline-order that is aligned to both the volume 

data and the image. The projection onto the 

scanline requires a resampling of the data, is done 

by a 2D resampling filter for reasons of efficiency. 

 
Figure 4: The shear-warp algorithm includes three 

conceptual steps: shear and resample the volume 

slices, project resampled voxel scanlines onto 

intermediate image scanlines, warp the 

intermediate image into the final image (Lacroute 

and Levoy 1994). 

 

Figure 5: A volume is transformed to sheared object 

space for a parallel projection by translating each 

slice. The projection in sheared object space is 

simple and efficient (Lacroute and Levoy 1994). 

 

Similar to the cell projection algorithm 

mentioned before, pixels marked as opaque are 

notprocessed further. The final image is obtained 

by warping and a resampling of the intermediate 

image.  

II. DYNAMIC VOLUME RENDERING 

In domain rendering, the spatial 3D data is first 

transformed into another domain, such as 

compression, frequency, and wavelet domain, and 

then a projection is generated directly from that 

domain or with the help of information from that 

domain. 

Irregular Grids: Volume rendering of irregular 

grids is a hard operation and there are several 

different approaches to this problem. The simplest 

and most inefficient is to resample the irregular 
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grid to a regular grid. In order to achieve the 

necessary accuracy, a high enough sampling rate 

has to be used what in most cases will make the 

resulting regular grid volume too large for storage 

and rendering purposes, not mentioning the time 

to perform the re-sampling. To  overcome the need 

to fix the resolution of the regular grid to the 

smallest cell in the irregular grid, one can sample 

the data into a detail-adaptive octree whose local 

height is determined by the local granularity of the 

grid. 

 

One approach for rendering irregular grids is the 

use of feedforward (or projection) methods, where 

the cells are projected onto the screen one by one, 

accumulating their contributions incrementally to 

the final image. The projection algorithm that has 

gained popularity is the Projected Tetrahedra (PT) 

algorithm by Shirley and Tuchman . It uses the 

projected profile of each tetrahedron with respect 

to the image plane to decompose it into a set of 

triangles. This gives rise to four classes of 

projections, which are shown in Fig. 6. The color 

and opacity values for each triangle vertex are 

approximated using ray integration through the 

thickest point of the tetrahedron. The resulting 

semitransparent triangles are sorted in depth order 

and then rendered and composited using polygonal 

graphics hardware. Stein et al.  sort the cells before 

they are split into tetrahedra, and they utilize 2D 

texture mapping hardware to accelerate opacity 

interpolation and provide the correct per-pixel 

opacity values to avoid artifacts. While their 

method can only handle linear transfer functions 

without artifacts, Röttger et al.  introduced the 

concept of preintegrated volume rendering to allow 

for arbitrary transfer functions. They create a 3D 

texture map to provide hardware support in 

interpolating along the ray between the front and 

back faces of a tetrahedral cell. In this texture map, 

two of the three coordinates correspond to values 

at the cell entry and exit points, with the third 

coordinate mapping to the distance through the 

cell. This texture map is then approximated using 

two-dimensional texture mapping. Cell projection 

methods require a sorted list of cells to be passed to 

the hardware. Starting with Max et al.’s and 

Williams’s works, there has been substantial 

progress in the development of accurate visibility 

ordering algorithms. Agraphics hardware 

architecture was also proposed, but not yet 

realized, by King et al. , which can both rasterize 

and sort tetrahedral meshes in hardware.

 
 

Figure 6: The four classes in tetrahedral projection  

 

An alternative technique to visualize irregular grids 

is by raycasting . Ray-casting methods tend to be 

more exact than projective techniques since they 

are able to “stab” or integrate the cells in depth 

order, even in the presence of cycles. This is 

generally not possible in cell-by-cell projection 

methods. Many ray-casting approaches employ the 

plane sweep paradigm, which is based on 

processing geometric entities in an order 

determined by passing a line or a plane over the 

data. It was pioneered by Giertsen for the use in 

volume rendering. It is based on a sweep plane that 

is orthogonal to the viewing plane (e.g., orthogonal 

to the y-axis). Events in the sweep are determined 

by vertices in the dataset and by values of y that 

correspond to the pixel rows. When the sweep 

plane passes over a vertex, an "Active Cell List" 

(ACL) is updated accordingly, so that it stores the 

set of cells currently intersected by the sweep 

plane. When the sweep plane reaches a y-value 

that defines the next row of pixels, the current ACL 

is used to process that row, casting rays, 

corresponding to the values of x that determine the 

pixels in the row, through a regular grid (hash 

table) that stores the elements of the ACL. 

 

In the standard ray casting algorithm used for 

Volume Rendering, one or more rays are cast for 

every pixel of the image plane. All those rays are 

sampled at regular intervals, and the sampled color 

and opacity values are then combined using the 

standard compositing operator to approximate the 

volume rendering integral. Figure 7 shows several 

rays being cast through a two-dimensional cross 

section of a volumetric data set. Though software 

implementations can use any appropriate filter to 
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reconstruct the values at the sample positions, 

most implementations use tri-linear interpolation.

 
Figure 7: Rendering a volume by casting a set of 

rays through the volume andsampling each ray at 

regular intervals. 

 

Figure 8: Associated sample points of all rays can 

be combined into planes slicing through the 

volumetric data set. 

An alternate strategy to calculate the final image is 

using a parallel projection, associated sample 

points of all rays are lying in planes slicing through 

the volumetric data set, see Figure 8. All these 

slices are parallel to each other and orthogonal to 

the viewing direction. The standard ray casting 

algorithm can be replaced by these steps. First For 

each slice, project the slice to the image plane and 

calculate the color and opacity values for each 

covered pixel appropriately and then compose all 

the slices in either front-to-back or back-to-front 

order using the standard compositing operator. 

 

Rewritten the ray casting algorithm using 

image-parallel, should address the issues  

generation of images of the independent slices, and 

calculation the correct color and opacity values for 

each sample position inside a slice concerning 2D 

texture mapping. To create images of the slices, 

one can use the standard texture mapping 

capabilities provided by graphics libraries like 

OpenGL. Figure 9 shows how pixel colors and 

opacities are calculated when rendering a 

texture-mapped polygon. In texture mapping, 

texture coordinates (s, t) are stored along with each 

vertex. These coordinates are interpolated across 

the polygon during scan conversion, and are used 

as coordinates for color look-up inside a texture 

image. Color and opacity values from the texture 

image are reconstructed using bi-linear 

interpolation. On modern graphics workstations, 

the complete process of interpolating texture 

coordinates and reconstructing texture values is 

incorporated into the scan-conversion process and 

done completely in hardware. 

 
Figure 9: Calculating color and opacity of a pixel 

inside a texture-mapped polygon. 

 

To allow interactive generation of 

view-orthogonal slices, a special hardware 

technique has been developed. This is a 

generalization of texture-mapping to 

three-dimensional textures, appropriately called 

"3D texturing." In 3D texture-mapping, three 

additional coordinates (s, t, r) are interpolated. To 

determine a pixel's color and opacity, these three 

coordinates are used as indices into a 

three-dimensional image, the 3D texture, see 

Figure 10.To reconstruct texture values, tri-linear 

interpolation is used. 

 
Figure 10: Calculating color and opacity of a pixel 

inside a texture-mapped polygon using a 3D texture. 

 

3D textures allow direct treatment of volumetric 

data. Instead of generating a set of 

two-dimensional slices in a pre-processing step, 

the volumetric data is directly downloaded into the 

graphics hardware, and is directly used to 

calculate color and opacity values for each pixel 

covered by a rendered primitive. 
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Generating Oblique Slices: To generate oblique 

slices using 3D texturing, one only has to calculate 

the vertices of the slice, and then to generate the 

correct 3D texture coordinates for those vertices, 

see Figure 11. Then these coordinates are passed 

to the graphics library, and the graphics library will 

render the projection of the slice onto the image 

plane, using trilinear interpolation to reconstruct 

each pixel's color and opacity values. 

 

Figure 11: Calculating vertex coordinates and 

texture coordinates for an oblique slice (vertex and 

texture coordinates are identical). 

 

A brute-force approach to generate the slices 

would perform the following steps for each slice, 

Calculate the plane equation for the plane 

containing the slice.Generate a large-enough 

triangle that will contain the final slice.Generate 

correct texture coordinates for the triangle's 

corners.Clip the triangle to the volumetric data set 

using a standard polygon clipping algorithm.The 

Problems in this approach include - It is very 

inefficient. Each slice is treated independently, and 

clipping a triangle to a cube is a complex operation. 

It is difficult to generate texture coordinates for the 

corners of the "large" triangle, such that the clipped 

texture coordinates will be exactly the needed ones. 

Numeric imprecision in the clipping process might 

introduce artifacts or degrade image quality. 

A new approach to address these problems is a 

generalization of the well-known scan-conversion 

algorithm for polygons, adapted to three 

dimensions. Each slice in the stack is treated as a 

2D "scanplane," and the algorithm steps through 

the volumetric data set in negative view direction 

and creates a new scanplane from its direct 

neighbour exploiting scanplane coherence. This 

"graph-based" approach generates slices directly 

with no need for additional clipping; it does not 

have precision problems, and it can be easily 

generalized to create stacks of slices through 

arbitrary convex polyhedra.With some more effort, 

it could also be used to slice arbitrary, non-convex 

polyhedra. It is desirable to generate perspective 

renderings of volumetric data in Virtual Reality 

applications. 

When ray casting a volumetric data set using a 

parallel projection, the sets of associated sample 

positions for each ray do no longer form 

view-orthogonal planes, but concentric spherical 

shells, see Figure 12. Though it is possible to create 

and draw these spherical shells using 3D 

texturing, it is expensive to do so. As it turns out, 

using vieworthogonal slices in the case of 

perspective projection is a good-enough 

approximation to the ray casting process. The only 

difference is, that the distances of sample positions 

along a ray are dependent on a ray's orientation. 

 
Figure 12: When using a perspective projection, 

associated sample positions do no longer form sets 

of view-orthogonal planes, but sets of concentric 

spheres. 

 
Figure 13: Point in Phong illumination model 

 

In ray casting, the Phong illumination model is 

often used to provide the viewer with more visual 

clues to the structure of the data set rendered. The 

standard approach is to calculate the gradient of a 

scalar-valued volume data set at each voxel, and to 

evaluate Phong's lighting equation at each voxel as 

well.In its standard form, the Phong equation 

depends on the following factors, see Figure 13:The 

position p of the point to be lit, the normal vector 
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normal of the surface at p,the direction lightDir 

from p to the light source, andthe direction viewDir 

from p to the viewpoint. 

 

If one assumes that both the light source and the 

viewpoint are sufficiently far away from the points 

to be lit, the directions lightDir and viewDir will be 

(almost) constant for all points. In this "infinite 

viewer and light" approximation of Phong 

illumination (that is used as default by OpenGL), 

the Phong equation only depends on the normal 

vector of the surface at the point being lit. 

The basic idea is to calculate the gradient vectors 

(which will be used as normal vectors) for each 

voxel in a preprocessing step, and then to quantize 

each gradient to a set of N pre-defined normal 

vector directions. Then it is sufficient to just store 

the index into the normal vector table with each 

vertex. Before rendering, the Phong equation is 

evaluated for each normal vector in the table, and 

the results are used to calculate a color map. The 

indices stored with the voxels are then used as 

indices into this color map during rendering, 

resulting in a decent approximation of real Phong 

illumination, see Figure 14. 

 
Figure 14: Quantizing normals and creating a color 

table for "fake" Phong illumination  

 

This figure shows the two-dimensional case, 

where a normal vector quantizer divides the unit 

circle. In the three-dimensional case, a normal 

vector quantizer divides a unit sphere. The number 

of normal vectors in the table is small (usually 

240); evaluating the Phong equation for these 240 

vectors can be done in real-time without any 

problems. Since current graphics hardware allows 

for color look-up during texture-mapping, using a 

color map to render the volumetric data is not an 

issue either. 

III. CONCLUSION 

Image, object order techniques for volume 

rendering were suffering some drawbacks, they 

should be rectified by new algorithms. New 

approaches are to be proposed for volumetric data 

rendering on mobile.  
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